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Technical errors in the AI Act  
 

I write on behalf of the Irish Council for Civil Liberties (ICCL), Ireland’s oldest 

independent human rights organisation. ICCL monitors and campaigns for all 

human rights, for everyone. I write to draw your attention to two technical errors 

in the Commission and Council texts:  

 

1. A technically inaccurate reference to “validation and testing data sets” 

accidentally puts most machine learning techniques out of scope;  

2. The text incorrectly relies on accuracy metrics, which cannot on their own 

yield adequate reporting about AI systems’ performance.  

These two errors are unintended, and easily corrected. Failing to do so will put at 

risk the fundamental rights cited in 3.5 of the Commission’s explanatory 

memorandum.  

 

I would be delighted to meet with you and your team to discuss this. 

 

Dr Kris Shrishak, Technology Fellow, ICCL 

 

Subject EC proposed text Council's text, 3 February 

2022 

ICCL’s suggested 

amendments 

Justification 

1. Data sets Article 10 (1)  

High-risk AI systems 

which make use of 

techniques involving the 

training of models with 

data shall be developed on 

the basis of training, 

validation and testing data 

sets that meet the quality 

criteria referred to in 

paragraphs 2 to 5. 

Article 10 (1)  

High-risk AI systems 

which make use of 

techniques involving the 

training of models with 

data shall be developed on 

the basis of training, 

validation and testing data 

sets that meet the quality 

criteria referred to in 

paragraphs 2 to 5. 

Article 10 (1)  

High-risk AI systems 

which make use of 

techniques involving the 

training of models with 

data shall be developed on 

the basis of training 

validation and testing data 

sets that meet the quality 

criteria referred to in 

paragraphs 2 to 5.  

 

Techniques such as 

unsupervised learning 

and reinforcement 

learning that do not use 

validation and testing 

data sets shall be 

developed on the basis of 

training data sets the 

An inaccurate assumption that all AI systems “involving the 

training of models with data” do use “validation and testing 

data sets” will accidentally put most (two of the three) 

machine learning techniques out of scope. 

 

• For example, important AI techniques such as 

“unsupervised and reinforcement learning” do not 

rely on validation and testing data sets.  

• The “validation and testing data sets” referred to are 

only useful for “labelled data sets”. Since labelled 

datasets are used only for “supervised learning”, the 

text fails to also cover “unsupervised” and 

“reinforcement learning”.1  
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quality criteria referred to 

in paragraphs 2 to 5. 

Article 10 (4) 

Training, validation and 

testing data sets shall take 

into account, to the extent 

required by the intended 

purpose, the 

characteristics or elements 

that are particular to the 

specific geographical, 

behavioural or functional 

setting within which the 

high-risk AI system is 

intended to be used. 

Article 10 (4) 

Training, validation and 

testing data sets shall take 

into account, to the extent 

required by the intended 

purpose, the 

characteristics or elements 

that are particular to the 

specific geographical, 

behavioural or functional 

setting within which the 

high-risk AI system is 

intended to be used. 

Article 10 (4) 

Data sets shall take into 

account, to the extent 

required by the intended 

purpose, the foreseeable 

uses and reasonably 

foreseeable misuses of AI 

systems with 

indeterminate uses, the 

characteristics or elements 

that are particular to the 

specific geographical, 

behavioural or functional 

setting within which the 

high-risk AI system is 

intended to be used. 

Article 10 (6) 

Appropriate data 

governance and 

management practices 

shall apply for the 

development of high-risk 

AI systems other than 

those which make use of 

techniques involving the 

training of models in order 

to ensure that those high-

risk AI systems comply 

with paragraph 2. 

Article 10 (6) 

For the development of 

high-risk AI systems not 

using techniques 

involving the training of 

models, paragraphs 2 to 5 

shall apply only to the 

testing data sets. 

[Use the Commission’s 

text] 

Article 64 (1) 

Access to data and 

documentation in the 

context of their activities, 

the market surveillance 

 Article 64 (1) 

Access to data and 

documentation in the 

context of their activities, 

the market surveillance 
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authorities shall be 

granted full access to the 

training, validation and 

testing datasets used by 

the provider, including 

through application 

programming interfaces 

(‘API’) or other 

appropriate technical 

means and tools enabling 

remote access. 

authorities shall be 

granted full access to the 

training data sets, and 

where applicable, 

validation and testing 

datasets used by the 

provider, including 

through application 

programming interfaces 

(‘API’) or other 

appropriate technical 

means and tools enabling 

remote access. 

Article 13 (3) (b) (v) 

when appropriate, 

specifications for the input 

data, or any other relevant 

information in terms of the 

training, validation and 

testing data sets used, 

taking into account the 

intended purpose of the 

AI system. 

Article 13 (3) (b) (v) 

when appropriate, 

specifications for the input 

data, or any other relevant 

information in terms of the 

training, validation and 

testing data sets used, 

taking into account the 

intended purpose of the 

AI system. 

Article 13 (3) (b) (v) 

when appropriate, 

specifications for the input 

data, or any other relevant 

information in terms of the 

data sets used, including 

their limitation and 

assumptions, taking into 

account the intended 

purpose, the foreseeable 

uses and reasonably 

foreseeable misuses of the 

AI system. 

Article 13 (3) does not require providers to state the 

limitations and assumptions of datasets. This omission could 

result in unreliable performance metrics.  

 

Datasets are often used as a benchmark to assess the 

performance of AI systems. Unfortunately, the limitations 

and underlying assumptions are either not stated or not 

understood by providers when marketing their products. In 

the past, companies have even cheated on these benchmarks 

to inflate the performance of the AI system.2  

 

This regulation should prevent providers from misleading 

the users and the public. 

Article 10 (3) 

Training, validation and 

testing data sets shall be 

relevant, representative, 

free of errors and 

complete. They shall have 

the appropriate statistical 

properties, including, 

where applicable, as 

regards the persons or 

Article 10 (3) 

Training, validation and 

testing data sets shall be 

relevant, representative, 

and to the best extent 

possible, free of errors 

and complete. They shall 

have the appropriate 

statistical properties, 

including, where 

Article 10 (3) 

Training data sets, and 

where applicable, 

validation and testing data 

sets, including the labels 

shall be relevant, 

representative, and to the 

best extent possible, free 

of errors and complete. 

They shall have the 

Article 10 (3) should require datasets, and labels for 

“supervised learning”, to be error-free to the best extent 

possible.  Otherwise, the performance of AI systems using 

“labelled data sets” will be misleading.3  
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groups of persons on 

which the high-risk AI 

system is intended to be 

used. These characteristics 

of the data sets may be 

met at the level of 

individual data sets or a 

combination thereof. 

applicable, as regards the 

persons or groups of 

persons on which the 

high-risk AI system is 

intended to be used. These 

characteristics of the data 

sets may be met at the 

level of individual data 

sets or a combination 

thereof. 

appropriate statistical 

properties, including, 

where applicable, as 

regards the persons or 

groups of persons on 

which the high-risk AI 

system is intended to be 

used. These characteristics 

of the data sets may be 

met at the level of 

individual data sets or a 

combination thereof.  

2. Performance 

metrics  

Article 15 (1)  

High-risk AI systems shall 

be designed and 

developed in such a way 

that they  

achieve, in the light of 

their intended purpose, an 

appropriate level of 

accuracy, robustness and 

cybersecurity, and 

perform consistently in 

those respects throughout  

their lifecycle. 

Article 15 (1)  

High-risk AI systems shall 

be designed and 

developed in such a way 

that they  

achieve, in the light of 

their intended purpose, an 

appropriate level of 

accuracy, robustness and 

cybersecurity, and 

perform consistently in 

those respects throughout  

their lifecycle. 

Article 15 (1)  

High-risk AI systems shall 

be designed and 

developed in such a way 

that they  

achieve, in the light of 

their intended purpose, 

the foreseeable uses and 

reasonably foreseeable 

misuses, an appropriate 

level of performance (such 

as accuracy, reliability 

and true positive rate) 

robustness and 

cybersecurity, and 

perform consistently in 

those respects throughout  

their lifecycle. 

Article 15 incorrectly relies on accuracy, which does not 

adequately report the performance of AI systems. We 

recommend using the term ‘performance’ instead of accuracy 

for the following reasons:  

 

• Accuracy is often misleading and is only one among 

many of the performance metrics. While Annex IV 

(3) acknowledges this when stating “capabilities and 

limitations in performance, including the degrees of 

accuracy for specific persons or groups of persons”, 

Article 15 does not.4 

• AI systems based on unsupervised learning and 

reinforcement learning use other performance 

metrics, not accuracy. One of the performance 

metrics used in reinforcement learning is its 

reliability.5 The requirements in Article 15 should 

accommodate such performance metrics. 

 

Furthermore, using the wrong performance metric can be 

dangerous and be an additional risk to health, safety and 

fundamental rights. The performance metric for each AI 

system should be carefully motivated. For cancer diagnosis, 

it is important that the AI system has fewer false negatives 

Article 15 (2) 

The levels of accuracy and 

the relevant accuracy 

metrics of high-risk AI 

systems shall be declared 

Article 15 (2) 

The levels of accuracy and 

the relevant accuracy 

metrics of high-risk AI 

systems shall be declared 

Article 15 (2) 

The performance metrics 

and its appropriateness, 

including the levels of 

accuracy, of high-risk AI 

systems shall be declared 
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in the accompanying 

instructions of use. 

in the accompanying 

instructions of use. 

in the accompanying 

instructions of use. 

than false positives, as false negatives can be fatal while false 

positives cause inconvenience. 

 

Hence, the regulation should require providers to measure 

and report the performance of AI systems, not only accuracy, 

including the appropriateness of the performance metrics for 

specific AI systems. 

 

 

 

 

 

 

 

 

 

  Annex IV (3) (a) NEW 

A description of the 

appropriateness of the 

performance metrics for 

the specific AI system. 

Article 13 (3) (b) (ii) 

the level of accuracy, 

robustness and 

cybersecurity referred to 

in Article 15 against which 

the high-risk AI system 

has been tested and 

validated  

and which can be 

expected, and any known 

and foreseeable 

circumstances that may 

have an impact on that 

expected level of  

accuracy, robustness and 

cybersecurity; 

Article 13 (3) (b) (ii) 

the level of accuracy, 

including its metrics, 

robustness and 

cybersecurity referred to 

in Article 15 against which 

the high-risk AI system 

has been tested and 

validated  

and which can be 

expected, and any known 

and foreseeable 

circumstances that may 

have an impact on that 

expected level of  

accuracy, robustness and 

cybersecurity; 

Article 13 (3) (b) (ii) 

the performance metrics 

and its appropriateness, 

including the levels of 

accuracy, robustness and 

cybersecurity referred to 

in Article 15 against which 

the high-risk AI system 

has been tested and 

validated  

and which can be 

expected, and any known 

and foreseeable 

circumstances that may 

have an impact on that 

expected level of  

performance, robustness 

and cybersecurity;  

Annex IV (2) (g) 

the validation and testing 

procedures used, 

including information 

about the validation and 

testing data used and their 

main characteristics; 

metrics used to measure 

accuracy, robustness, 

cybersecurity and 

compliance with other 

Annex IV (2) (g) 

the validation and testing 

procedures used, 

including information 

about the validation and 

testing data used and their 

main characteristics; 

metrics used to measure 

accuracy, robustness, 

cybersecurity and 

compliance with other 

Annex IV (2) (g) 

the validation and testing 

procedures used, 

including information 

about the validation and 

testing data used and their 

main characteristics; 

metrics used to measure 

performance, robustness, 

cybersecurity and 

compliance with other 
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relevant requirements set 

out in Title III, Chapter 2 

as well as potentially 

discriminatory impacts; 

test logs and all test 

reports dated and signed 

by the responsible 

persons, including with 

regard to pre-determined 

changes as referred to 

under point (f). 

relevant requirements set 

out in Title III, Chapter 2 

as well as potentially 

discriminatory impacts; 

test logs and all test 

reports dated and signed 

by the responsible 

persons, including with 

regard to pre-determined 

changes as referred to 

under point (f). 

relevant requirements set 

out in Title III, Chapter 2 

as well as potentially 

discriminatory impacts; 

test logs and all test 

reports dated and signed 

by the responsible 

persons, including with 

regard to pre-determined 

changes as referred to 

under point (f). 

 

 
1 While labelled data sets are not used for unsupervised and reinforcement learning, variations such as semi-supervised learning use a few labelled samples in addition to unlabelled data 

sets. “Validation and testing data sets” are used to evaluate the performance of supervised learning. Labelled training data sets establish the ground truth in supervised learning. Training 

of AI systems based on supervised learning can involve creating multiple models with variations. Validation data set (also labelled) is used to evaluate these models and tune parameters. 

Testing data set (also labelled) is used to evaluate the best model. The definitions of validation and testing data sets in Article 3 (30) and (31) apply to supervised learning.  Unsupervised 

and reinforcement learning rely on other methods to evaluate their performance. See Sergios Theodoridis and Konstantinos Koutroumbas. Pattern recognition. Burlington, MA London: 

Academic Press, 2009. Print. Chapter 16; Palacio-Niño, et al. "Evaluation metrics for unsupervised learning algorithms." arXiv preprint arXiv:1905.05667 (2019). (URL: 

https://arxiv.org/abs/1905.05667); Kevin P. Murphy. Probabilistic Machine Learning: An Introduction, MIT Press. 2022. p. 711-3; Stephanie CY Chan, et al. "Measuring the reliability of 

reinforcement learning algorithms." arXiv preprint arXiv:1912.05663 (2019). (URL: https://arxiv.org/abs/1912.05663); Peter Henderson, et al. "Deep reinforcement learning that matters." 

Proceedings of the AAAI conference on artificial intelligence. Vol. 32. No. 1. 2018. Many of these metrics also apply to AI systems that do not involve the training of models with data. 
2 Tom Simonite. Why and how Baidu cheated an artificial intelligence test. MIT Technology Review, 2015 (URL: https://www.technologyreview.com/2015/06/04/72951/why-and-how-baidu-

cheated-an-artificial-intelligence-test/). Also see Inioluwa Deborah Raji, et al. AI and the Everything in the Whole Wide World Benchmark. NeurIPS 2021 (URL: 

https://arxiv.org/abs/2111.15366) 
3 Performance of AI systems based on supervised learning relies on the correctness of the labels. However, labelling is often outsourced to anonymous individuals and there is no quality 

control to check whether the labels are correct or not. This has resulted in widely used datasets that are filled with label errors. See Curtis G. Northcutt, et al. "Pervasive label errors in test 

sets destabilize machine learning benchmarks." arXiv preprint arXiv:2103.14749 (2021), (URL: https://labelerrors.com/). The regulation should put a stop to such poor practices. 
4 For example, if an AI system used as a safety component in critical infrastructure to protect against malware attacks is trained on a dataset of 2000 malware examples and 8000 non-

suspicious examples, then the AI system will be 80% accurate even if it always says that there is no malware attacking the system. This can be misleading and dangerous. In such cases, 

other performance metrics such as “confusion matrix” are useful. For methods to address the problem of unbalanced classes, see Stuart Russell and Peter Norvig, Artificial Intelligence: A 

Modern Approach, 4th Global ed., 2020. Print p. 725-8; Even for only classification based on supervised learning, there are many performance metrics. See Nathalie Japkowicz, and Mohak 

Shah. Evaluating learning algorithms: a classification perspective. Cambridge University Press, 2011; Sergios Theodoridis and Konstantinos Koutroumbas. Pattern recognition. Burlington, MA 

London: Academic Press, 2009. Print. p. 573 
5 See Endnote 1 for other performance metrics. Another performance metric for reinforcement learning is the cumulative reward obtained by an agent. See David L Poole, and Alan K. 

Mackworth. Artificial intelligence: foundations of computational agents. Cambridge, United Kingdom: Cambridge University Press, 2017. Print. Section 12.6. 


